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One of the problems that people have in using 
statistical information from government websites, 
is that the level of statistical knowledge in the 
general population is low. People’s lack of 
statistical knowledge is a barrier to finding the 
statistics they need and understanding what the 
statistics mean and how to use them. We 
describe the Statisticaf Interactive Glossary (SIG), 
an enhanced glossary of statistical terms, and the 
GovStat ontology of statistical concepts which 
supports it. The overall goal of the glossary is to 
help users understand important statistical terms 
and concepts in the context in which they are 
used. We present a conceptual framework whose 
components articulate the different aspects of a 
term’s basic explanation that can be manipulated 
to produce a variety of presentations. Developing 
the general explanation for each term involves 
three types of information: the content of the 
explanation, the context in which the explanation 
will be displayed, and the format in which the 
explanation will be delivered. Taxonomic 
relationships between concepts in the GovStat 
ontology support the provision of context-specific 
presentations. These same relationships are also 
associated with explanation templates, which are 
patterns for defining or giving an example of a 
concept. We conclude by discussing evaluation 
of the SIG. The overarching criterion of 
effectiveness is whether the SIG helps users 
Complete their statistical information tasks. 

Introduction 
The websites of U. S. statistical agencies such as the 

Bureau of Labor Statistics, National Agricultural Statistics 
Service, or Social Security Agency provide statistical 
information on a wide range of American life, ranging from 
unemployment to crop prices to birth rates. Like other 
complex information resources, they are not always easy to 
use, especially for inexperienced or nonexpert users. One 

of the problems that people have in using statistical 
information is that the level of statistical knowledge (also 
known as statistical literacy) in the general population is 
low, leading to difficulty in understanding where the 
numbers come from, what they represent, and how to 
interpret and use them appropriately (Computer Science 
and Telecommunications Board, 2002). People’s lack of 
statistical knowledge is a barrier to many important tasks: 
searching for information, deciding which of several kinds 
of statistics they need, understanding the meaning of table, 
row, and column titles, understanding what a specific 
number means, interpreting the meaning of a time series, 
and so on. For example, a person who wants information 
on unemployment must choose between seasonally 
a4usterl or una4usted rates. Examples of other problems 
are what a rate or an index is, or why some numbers in a 
table are marked preliminary. 

The GovStat Project (http://ils.unc.edu/govstat/) is an 
NSF-funded project that seeks to create an integrated model 
of user access to and use of U. S. government statistical 
information that is rooted in realistic data models and 
innovative user interfaces. This project is a joint effort of 
the University of North Carolina Interaction Design Lab 
and the University of Maryland Human-Computer 
Interaction Lab. The project slogan captures the essence of 
our research goals: Find what you need, understand what 
you find. People must be able to find the information they 
need among the vast amount that is available, and then must 
be able to understand what it means and how to use it. 

In this paper, we describe the Statistical Interactive 
Glossary (SIG), an enhanced glossary of statistical terms. 
The SIG is supported by the GovStat ontology of statistical 
concepts. The overall goal of the glossary is to help users 
understand important statistical terms and concepts in the 
context in which they are used. When users look for 
mformation on an agency website, their purpose , is  to 
answer a question or solve a problem, not to learn more 
about statistics. Understanding one or more statistical 
concepts or terms may be a necessary part of accomplishing 
their tasks, but should not itself become a major task. One 
approach that avoids pulling users away from their primary 
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information tasks to learn about statistical terms, is to 
integrate glossary tools as seamlessly as possible into the 
statistical resources themselves. The means by which we 
accomplish this include limiting the scope of the glossary to 
terms and concepts used on the agency websites, providing 
explanations that are specialized for the context of specific 
statistics, focusing on the level of understanding needed by 
the general public, rather than by experts, and providing 
explanations in many forms to fit a variety of learning styles 
and preferences. We have organized these ideas into a 
conceptual framework whose components articulate the 
different aspects of a term’s basic explanation that can be 
manipulated to produce a variety of presentations. 

Glossary Design Criteria 
In preparation for developing the SIG, we established 

criteria for its design, and searched for existing glossaries 
that might be adopted for our purposes. 

Plaisant et al. (2002) present a taxonomy of help for 
information systems. Although they focus mainly on 
procedural help for using an information system, rather than 
help in understanding its content, several aspects of the 
taxonomy apply to the SIG. 

Degree of integration in the interface. We seek 
to provide context-specific help, providing 
explanations of terms that incorporate the 
particular statistic, table, or agency from which 
they are invoked. 
Domain covered by the help system. The 
glossary explanations cover statistical terms used 
by the agencies in the context of information 
provided by the agencies (e.g., commodity 
prices, disability benefits, etc.) 
Time of intervention. Although the glossary and 
ontology contents are available at any time, our 
goal is to provide help during the user’s work at 
the point at which a question arises in the user’s 
mind, in other words, just-in-time help. 
Media type of explanation corresponds to the 
format component of our framework and method 
of initiation corresponds to the user control 
component. We discuss these in the next section. 
Extensibility of the glossary raises several 
interesting questions, which we address in the 
concluding section. 

Wild and Quinn (1998) investigated the implications of 
educational theory for the design of instructional 
multimedia, proposing that multimedia systems should 
support different styles of learning. Dominick et al. (2003) 
review literature about the suitability of different kinds of 
help for different kinds of learning tasks. In addition to 
research on online help, the following criteria for the SIG 
also draw on results from previous research on difficulties 

that users encounter in using statistical information (e.g., 
Haas, in press; Haas & Hert, 2002; Marchionini et al., 
2001). 

1. 

2. 

3. 

4. 

5 .  

Its coverage should be limited to concepts and 
terms that users will encounter on the agency 
websites or that are crucial to understanding 
frequently-used statistics. 
Its audience should be “everyday users”, not 
statistical experts. We do not seek to turn people 
into experts, but rather to give them the 
information they need to complete their tasks 
successfully. 
It should provide explanations in a variety of 
forms to accommodate users’ learning styles, 
existing knowledge, interest, motivation, and 
persistence. Users should be able to choose the 
style of explanation that they find most effective. 
The explanations must be attractive. The most 
sophisticated help tools are useless if people do 
not look at them. 
The explanations should be coordinated with the 
content of the websites, to make statistical help 
an integral part of the users’ information seeking 
experience. 

Existing Glossaries 
We examined existing statistical glossaries to see if any 

satisfied our criteria. There are many sophsticated 
products which include features such as llnks to related 
terms, graphics and animations, and integration with 
statistics course materials or textbooks. It is not surprising 
that they did not fit our needs, however, since they were 
created for quite different purposes. They omitted many 
terms related to surveys and descriptive statistics which are 
commonly used by the agencies, and included many terms 
related to hypothesis testing, which are used rarely, and 
then generally in technical documents. Whde some 
provided only very basic definitions, many were aimed at a 
more statistically sophisticated audience. Their definitions 
were quite technical, including complex formulas and 
proofs, for example. Glossaries associated with a course or 
textbook were difficult to understand without referring to 
the related material. Some glossaries accompanied text 
definitions with images of concepts or animations, for 
example, showing how hstograms or graphs vary when 
changing specific terms in mathematical equations. But 
none provided each definition in a variety of independent 
forms, and therefore also did not give the user much choice 
of how the explanation would be presented. 

Given the mismatch between existing glossaries and OW 

needs, and our desire to fit explanations into the context of 
the agency statistical information, we created the SIG. 
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The Statistical Interactive Glossary 
The glossary consists of a set of statistical terms that users 
of federal statistical websites often need to understand to 
find or use the information they seek. Developing the 
general explanation for each term incorporates three types 
of information: the content of the explanation, the context 
in which the explanation will be displayed, and the format 
in which the explanation will be delivered. A presentation 
of a term is what the user actually sees, and is the result of 
the decisions made for each of these components; a single 
term will have several presentations. Each presentation is 
associated with appropriate user controls, such as invoking 
or ending the presentation. The ontology represents terms 
and their relationships, and also informs the content and 
context of a term’s presentation. Figure 1 shows the 
framework and its components for developing SIG 
presentations. A discussion of each component follows. 

Terms 
The scope of the SIG includes statistical terms that users 

are likely to encounter on the agency websites. It is not 
intended to be a comprehensive glossary of statistics. 

For example, the agencies generally use descriptive 
statistics, so terms related to hypothesis testing are not 
included. Further, our intent is to focus on a basic level of 
statistical literacy, not to provide a highly technical or 
extensive resource. We used several strategies to identify 
candidate terms. 

Examination of frequently-visited agency web 
pages or tables, 
Examination of frequently-used statistics, 
Examination of terms needed to formulate 
queries, or to choose which statistic or table is 
likely to be useful for an information need, 
Anecdotal evidence from agency and non-agency 
consultants and intermediaries about questions or 
confusions their clients have, 
Studies of users attempting to find or use 
information on the websites (Hert & Hernandez, 
2001; Hert & Marchionini, 1997), and 
Frequency analysis of terms used on agency 
websites. 

We identified approximately 70 terms for inclusion in the 
glossary. 

Figure 1 : Framework and components for developing SIG 
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Conteizt 
As with the selection of terms, the content of each 

explanation is aimed at providing a basic level of 
explanation, not an expert or highly technical one. Links to 
more complete or more technical explanations, such as 
those found in agency’s technical documents, can be 
included in any term’s presentations or ontology entry. The 
content of the explanations may include definitions, 
examples, brief tutorials, demonstrations, interactive 
simulations, or combinations of these elements. 

Con text Specificity 
When users come to an agency website, they want to find 

inforniation that will help them answer a question or solve a 
problem - this is their primary task. One of our goals is to 
provide help with statistical terms and concepts while 
interrupting their primary task as little as possible. Users 
need an explanation of a statistical term because it appears 
somewhere on a webpage - in a news release, the title of a 
table, a column label, etc. If they can learn about the term 
from an explanation that incorporates elements from the 
context in which they encountered it, it will cause less 
disruption to their primary task. Therefore, a presentation 
should blend smoothly with the webpage or table from 
which it was invoked. Fidel et al. (1 999) commented on the 
difficulty students had in learning about two things at once: 
how to search the web and the topic on which information 
was sought. Ideally, we would like to situate the 
explanation of a statistical concept in the context in which it 
is used, so that users do not perceive finding their 
information and learning about the concept as two separate 
tasks. 

The SIG provides explanations at varying levels of 
context-specificity. When a user invokes help from a term 
(e.g., by clicking on it), the most specific presentations for 
that term and context are offered. Since it is not possible to 
create a customized, context-specific presentation to link to 
every single use of a term on the statistical agencies’ 
websites, when there is no presentation for a specific 
context, then more general presentations are offered. The 
default is a set of context-free, “universal” presentations 
that can be invoked from any location. If we consider three 
levels of presentations for a term, the most context-specific 
could be invoked from a table title or from a row or column 
label, and would incorporate the statistic(s) therein. For 
example, a presentation of index that was invoked from a 
time series of this year’s Consumer Price Index (CPI) on 
the Bureau of Labor Statistics (BLS) website could use the 
components of CPI (food, transportation, etc.) and its 
values over the year . A presentation specific to an agency 
would incorporate concepts and entities from that agency; a 
BLS version could use concepts of industry or employment 
costs, and an Energy Information Ahxistrat ion (EIA) 
version could use types of energy This level of 

explanation would be provided when someone invoked an 
explanation from a location within the agency website for 
which there was no more specific presentation. As a last 
resort, the universally-applicable, context-free version 
could be supplied when no agency-specific one was 
available. Other levels of context-specificity are also 
possible. For example, rather than a single agency-level 
context, presentations could be developed for major 
divisions or programs within the agency, e.g., for each type 
of energy within the EIA. Availability of context-specific 
presentations for a term is determined using the GovStat 
ontology (see below). 

Format 
The SIG offers explanations in a variety of formats, 

including text, text plus audio narration, still images, 
animation, and interactive presentations. Help facilities of 
any kind must be attractive enough to entice users. The 
best-crafted explanation is useless if no one reads or 
watches it. One way of attracting users is to let them 
choose the format in which an explanation is offered. 
Users’ choices may be based on interest, reading level, 
learning style, sense of urgency of finding or understanding 
the statistics, or hardware or software limitations. Although 
it would be nice to imagine that exactly the same content 
would be offered in each format, there will obviously be 
explicit or perceived differences. Dominick et al. (2003) 
review several different kinds of help, noting that the type 
of information to be presented influences the effectiveness 
of various kinds of presentations. For example, animation 
is appealing and can attract attention, but may make it 
difficult to focus on crucial components of an explanation, 
especially if there is no narration. Clearly there should be 
some congruence between the content and the format of the 
explanation. For example, an explanation for a concept in 
which changes over time are crucial, such as seasonal 
atijustment, could be more effective using animation than a 
still image. In contrast, it may be easier to introduce related 
concepts, such as population and sample, in formats in 
whch there is text or audio narration. 

User Control 
A crucial part of deploying the presentations for 

statistical terms is the provision of user controls for them 
Although the details of user controls are outside the scope 
of this paper, we can describe some of the goals that they 
must achieve. Controls must let users know when glossary 
help is available, and allow them to choose whch 
presentation(s) to view. Other controls depend on the type 
of presentation itself, especially on its format (e.g., start, 
stop, supply a value). Ultimately, user controls must help 
make the glossary attractive and accessible, without 
interrupting users’ information seeking and using tasks. 

ASIST 2003 Contributed Paper 196 



The GovStat Ontology 
The GovStat ontology supports the design and 

deployment of the SIG explanations in several ways. It 
reflects the scope of the glossary, being generally limited to 
those terms and concepts that a user may encounter on the 
agency websites. The exception to this is the occasional 
need to include concepts to connect target concepts. 
Taxonomic relationships between concepts support the 
provision of context-specific presentations. If an 
explanation is not available for a concept, a more general 
explanation associated with its parent concept can be 
offered to the user. For example, if there were no 
presentation for a specific type of index, presentations for 
index, its parent, can be used. These same relationships are 
also associated with explanation templates. Once an 
effective pattern for defining or giving an example of a 
concept has been established, then definitions or examples 
for subclasses of the concept can follow the template, with 
minor adjustments. For example, explanations for 
adjustment include a template that illustrates the idea of 
smoothing statistics to remove predictable variation. 
Explanations of subclasses of adjustment, such as seasonal 
adjustment or age adjustment then incorporate this 
template. Templates streamline the creation of additional 
presentations for other subclasses or for additional contexts. 
Associations, or domain relationships, among concepts also 
suggest opportunities for combining related concepts into a 
single more comprehensive explanation, such as a tutorial. 
For example, the part-of relationship between sample and 
population suggests that an explanation of sample should 
include a mention of the population from which a sample is 
drawn. 

Our work on the GovStat ontology foflows generally 
accepted procedures in ontology development. Although 
not necessarily executed in sequential order, the steps 
include: specification, knowledge acquisition, 
conceptualization, formalization, integration, 
implementation, evaluation, documentation, and 
maintenance (Fernandez et al., 1997). 

Specification involves defining the purpose and scope of 
the ontology, along with its intended use. According to the 
Noy and McGuinness (2001) ontology building guide, one 
of the fimdamental rules in ontology design is to let the 
purpose of the ontology guide its design. The purpose of 
the GovStat ontology is to supply semantic support for the 
SIG. It provides means of navigating through statistical 
terms and definitions linked in a network of relationshps. 
In addition to the fimctions described above (support for 
context-specific presentations, templates, and identification 
of related terms), users could manipulate it directly, 
increasing their understanding of statistical concepts by 
exploring the hierarchy of the concepts and relationshps 
between them. Looking toward the future of a semantic 
web, the GovStat ontology could offer semantics of data for 

software agents to automatically infer information that is 
relevant to users’ requests. 

One of the requirements to be addressed during the 
specification phase of the project is the level of formality 
appropriate for coding the ontology (Fernandez et al., 
1997). The GovStat ontology is implemented as a small 
light-weight ontology. The level of formalization includes 
concepts, taxonomy relations among concepts, and 
associations between concepts. This is the most common 
level of formalization among current ontologies. A light- 
weight ontology can basically be implemented by all the 
ontology editors currently available (Staab et al., 2000). 
The GovStat ontology can also be classified as a domain- 
specific ontology in that it deals with concepts from the 
statistical area of knowledge. However, only a limited 
portion of the statistical domain is covered. Similarly, 
Fernandez Lopez ( 1999) distinguishes between those 
ontologies that are dependent on their intended uses and 
those that are independent. Zuniga (2000) offers a similar 
definition: “user-specific information systems ontology.” 
The GovStat ontology classifies as application-dependent 
and user-specific. 

The conceptualization phase entails capturing the 
conceptual structure of the ontology by defining the key 
concepts and their relations and identifying the terms 
representing those concepts and relationships. In this stage, 
the domain of interest is structured in the form of a model 
at the knowledge level. One conceptualization strategy we 
used was to explore WordNet 1.6 
(http://www.cogsci.princeton.edu/-wn/). WordNet is 
domain-independent and provides extensive coverage at a 
fairly high level of granularity. We mapped SIG terms into 
WordNet in order to understand word clustering and 
relationships. Because WordNet is a general-purpose tool, 
we were able to identify only a limited set of terms with 
their statistical senses. Although not adequate for extracting 
domain-specific terminology, the mapping was useful for 
providing a preliminary grouping of concepts, for 
identifying various shades in the meanings of terms, and for 
detecting sources of possible misinterpretation. 

The next two steps, performed simultaneously, are 
identifylng the class hierarchy and defining properties of 
concepts. According to Noy and McGuinness (2001), these 
are the most critical activities in ontology engineering. Any 
of the following strategies can be applied in developing the 
class luerarchy. The top-down approach starts from the 
most general (or abstract) level and proceeds towards the 
most specific (or concrete) level. The bottom-up approach 
moves from the most specific level toward the most 
general. The middle-out is a combination of the two 
approaches where relevant concepts are identified and then 
identification proceeds up or down. To date, we have used 
both the middle-out approach, with concepts like 
population and sample, and the bottom-up approach, with 
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concepts such as age adjustment and seasonal adjustment. 
It is very likely that the GovStat ontology will not result in 
a taxonomy composed of a single tree, but rather will be a 
forest (Sowa, 1984) or family of trees, each expressing 
specific aspects or facets of the domain of interest (Smith, 
2002). 

Implementation is concerned with formalizing the 
concepts and relations into an ontology representation 
language. In our case, we will not codify the ontology 
directly. The GovStat ontology will be built by employing 
an ontology development tool and the representation 
language will be on the backend of the tool. As for the 
remaining steps, we have not been able to perform 
integration, the phase that involves reusing information 
from other ontologies because of the lack of ontologies 
from the this domain. Nevertheless, the issues surrounding 
integration should be kept in mind for later collaborative 
and distributive development of the ontology. Since the 
GovStat ontology is intended to support the development of 
SIG presentations, its evaluation is closely tied to that of 
the SIG. Evaluation and maintenance are discussed below. 
Documentation is done concurrently with the development 
of the ontology. 

Presentation 
Given all the options available within the development 

framework, a term could have a very large number of 
associated presentations. Consider the example of index. If 
we choose three types of content (definition, example, and 
tutorial) in six formats (text, text with audio narration, 
graphic, graphic with audio narration, animation, and 
animation with audio narration), for seven contexts 
(universal, agency-specific for BLS, EIA, and National 
Center for Health Statistics (NCHS), statistic-specific for 
CPI, Anthock Index, and Body Mass Index), we could 
create 126 presentations. Th~s  combinatorial explosion 
emphasizes the importance of two parts of our research the 
use of templates in the development of presentations, and 
the need for evaluation. Through evaluation, we may 
discover some principles that allow us to eliminate some 
combinations because they are not effective. 

Evaluation and Maintenance 
Evaluation of the SIG is based on several factors. First, 

the content of each presentation must be accurate. Second, 
the interface must be usable. Among other considerations, 
the user controls must be intuitive and allow the actions that 
users want to perform, and the presentations must run in a 
reasonable amount of time. Third, the glossary help must be 
effective. Effectiveness encompasses several criteria. The 
presentations must be attractive; the very best explanation 
of a term will be ineffective if users do not look at it. The 
presentations must be mformative, providing the 
information that is relevant and necessary for understanding 
a term. They must also be helpful, providing information in 

a way that users can understand. The overarching criterion 
of effectiveness is whether SIG presentations help users 
complete their tasks. 

Accuracy can be evaluated through a review of the 
presentations by agency experts. We will use standard 
methods to evaluate usability. Effectiveness is a little 
harder to evaluate. If consulting a SIG presentation means 
that a user can complete a task that would otherwise not be 
accomplished, or can complete a task better or with greater 
understanding, then we can say that the presentation was 
effective. At the time of this writing we are investigating 
methods for evaluating the effectiveness of the SIG. 

In the long term, another issue that deserves attention 
concerns responsibility for maintaining and expanding the 
glossary and its underlying ontology. The intent is for the 
glossary to be useful across agencies, (and perhaps even for 
nongovernmental statistical sites), explaining statistical 
terms and concepts that are used in many locations. If each 
agency maintains its own version, it is possible that the 
ontology and universal-level explanations will become 
incompatible. On the other hand, each agency may wish to 
control some portions such as linlung explanations to more 
occurrences of the terms in their website, and linking them 
to new pages or occurrences of terms as they are created. 
In addition, agencies may wish to expand the agency- 
specific and statistic-specific explanations for existing 
terms. Addition of domain-specific statistical terms that are 
not used on all the agencies' websites is also a possibility. 
Expansion of the coverage of the basic term set would 
probably require coordinated planning and action, so that 
agencies could agree on the basic content of the 
explanations. 

The Statistical Interactive Glossary and the GovStat 
ontology represent an effort to provide help for a common 
but dif'ficult problem; that of understanding statistical 
concepts and terms. By providing explanations that are 
available in a variety of presentations and are closely 
coordinated with users' primary tasks of finding and using 
statistical information, we hope to improve their success 
and satisfaction. 
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