
Metadata and an appropriate metadata model are non-
trivial components of information architecture conceptu-
alization and implementation, particularly when disparate
and dispersed systems are integrated. Metadata availabil-
ity can enhance retrieval processes, improve information
organization and navigation, and support management
of digital objects. To support these activities efficiently,
metadata need to be modeled appropriately for the tasks.
The authors’ work focuses on how to understand and
model metadata requirements to support the work of end
users of an integrative statistical knowledge network
(SKN). They report on a series of user studies. These
studies provide an understanding of metadata elements
necessary for a variety of user-oriented tasks, related
business rules associated with the use of these elements,
and their relationship to other perspectives on metadata
model development. This work demonstrates the impor-
tance of the user perspective in this type of design activ-
ity and provides a set of strategies by which the results
of user studies can be systematically utilized to support
that design.

Introduction

Users of information rarely utilize only one source of
information. In general, they seek multiple sources and
perform a variety of integration tasks to align the new infor-
mation with existing knowledge, resolve discrepancies, or
articulate a coherent story that brings the information to-
gether. Integration is essential to human knowledge acquisi-
tion. Sternberg (1984) asserted that knowledge acquisition
“involves deciding what information is important to learn,
putting that information together into a meaningful form so
that it can be properly stored in long-term memory, and re-
lating that information (where possible) to previously stored
information so as to relate it to the already existing knowl-
edge base” (p. 168). Integration is particularly important
when utilizing statistics. Because any one number provides a
very limited perspective on a phenomenon, users are often
reminded to look for the larger picture, find and compare
multiple statistics, and understand the conceptual and method-
ological basis for a given number (Schield, 2004). Data over
time, from multiple sources, measuring the concepts in dif-
fering ways, are all critical to understanding the underlying
phenomenon.

Prior to the widespread availability of statistical informa-
tion via the Internet, use of statistical data, both aggregated
statistics (macrodata) and/or microdata in datasets, was largely

JOURNAL OF THE AMERICAN SOCIETY FOR INFORMATION SCIENCE AND TECHNOLOGY, 58(9):1267–1284, 2007

Investigating and Modeling Metadata Use to Support
Information Architecture Development in the 
Statistical Knowledge Network

Carol A. Hert 
SchemaLogic, Inc., Kirkland, WA 98033. E-mail: chert@schemalogic.com

Sheila O. Denn
Graduate School of Library and Information Science, Simmons College, Boston, MA 02115. 
E-mail: Sheila.denn@simmons.edu

Daniel W. Gillman
United States Bureau of Labor Statistics, Washington, DC 20212. E-mail: Gillman.Daniel@bls.gov

Jung Sun Oh and Maria Cristina Pattuelli
School of Information and Library Science, University of North Carolina-Chapel Hill, Chapel Hill, NC 27516. 
E-mail: ohjs@ils.unc.edu, pattm@email.unc.edu

Naybell Hernández
School of Information Studies, Syracuse University, Syracuse, NY 13244. E-mail: nhernand@syr.edu

Received July 29, 2005; revised May 1, 2005, October 20, 2006; accepted
October 23, 2006

© 2007 Wiley Periodicals, Inc. • Published online 17 May 2007 in Wiley
InterScience (www.interscience.wiley.com). DOI: 10.1002/asi.20613



the purview of experts. This is no longer the case. Extensive
availability of statistical sources online has opened up the
use of these data to an extremely diverse audience. Although
experts have internalized knowledge about appropriate use
of statistical data through their extended engagement with
the domain, statistics, and the producers of those statistics, the
new types of users are more likely to be coming “blind” to
the online sources. They may not know much about data col-
lection and analysis processes, or how to interpret and use
statistics. They need external support or scaffolding to facil-
itate their use of this type of information.

Scaffolding (Clark, 1997) is the process by which humans
alter their environment to augment their own abilities. These
alterations may be of a physical, cognitive, or social nature.
The point is that there is some object or system external to the
human that can serve to augment that human’s intrinsic
capabilities. Jacob (2001) provides a definition of cognitive
scaffolding as:

An external physical, sociocultural or institutional structure
that minimizes the cognitive load on the individual by pro-
viding the technologies, knowledge, strategies and/or proce-
dures that augment human capabilities and support problem
solving within the environment; and it does so by constrain-
ing problem spaces, limiting the range of possible solutions,
and providing criteria for selecting the most likely alterna-
tive. (p. 89)

Metadata are recognized as important scaffolding for a
variety of user tasks and as integral to the development and
deployment of information systems. We define metadata as
structured information that provides context to the informa-
tion entity to which it refers. It is widely understood that the
availability of metadata can enhance retrieval processes,
improve information organization and navigation, and sup-
port management and preservation of digital objects (e.g.,
Hodge, 2001). There is a proliferation of standards and pro-
jects designed to define the metadata necessary to support
given object types and tasks in given domains. The metadata
research front has now moved beyond these attempts to in-
vestigate how different metadata systems can interoperate
via crosswalks,1 mappings, and application profiles (Caplan,
2003). Such efforts are critical to supporting the integration
work of users who, in the course of their activities, will need
to traverse different information systems and combine infor-
mation from multiple sources.

We work on this research front in the context of developing
the architecture of the statistical knowledge network (SKN).
The SKN is envisioned as a distributed consortium of individ-
uals and organizations supported by technologies that enable
them to create, share, and use statistical expertise and informa-
tion (Marchionini, Haas, Plaisant, Shneiderman, & Hert, 2003).

The SKN would provide integrated access to statistical data
and other information from a multitude of sources and enable
use of those through statistical literacy tools, appropriate in-
terfaces, and so forth. Integral to the development of the SKN
is a metadata model that underpins its functions and services.
A model in this context refers to a structured representation of
metadata and this representation’s relationship to other aspects
of the technical architecture.

Because the focus of the network is on integrating com-
munities of users and the information they use, we have
conducted a series of research activities to understand inte-
gration tasks and the associated metadata, and developed a
metadata model to support that integration. Our focus through-
out is on the non-expert, ordinary user who is likely to need
more and/or different information than experts to find and
use statistical data. These ordinary users are not usually inter-
ested in, and perhaps not capable of, any kind of secondary
analysis of microdata. This, in combination with the fact that
most statistical data available through the Internet (especially
from official statistical agencies) are largely aggregated macro-
data, has driven our focus on understanding metadata needs
for macrodata use.

This article describes our approach for developing the
metadata model and reports on a series of studies designed to
address the model’s user perspective. These studies provide
an understanding of metadata elements necessary for a vari-
ety of user-oriented tasks, related business rules associated
with use of these elements, and their relationship to the other
metadata perspectives described below. This work demon-
strates the importance of the user perspective in this type of
design activity and provides a set of strategies by which the
results of user studies can be systematically utilized to sup-
port that design.

Developing Metadata Models

Metadata and an appropriate metadata model are nontriv-
ial components of information architecture conceptualiza-
tion and implementation, particularly when disparate and
dispersed systems are integrated. Two types of integration
are addressed by a metadata model: data integration, the
technical aggregation of data from the various systems; and
cognitive integration, the synthesis of this data to create new
understanding on the part of an individual. An inadequate
metadata model can lead to an inability to combine data
from multiple sources resulting in poor navigation, poor fed-
erated search, and less than optimal use of the information.
Developing a coherent metadata model requires attention to
multiple perspectives:

• A content perspective that describes the information space
and its important features. This perspective bounds the do-
main and, to some extent, the functionality for which meta-
data must be supplied (e.g., the nature of the information
may only be amenable to certain types of manipulations).

• A user perspective that incorporates knowledge of the tasks
that metadata needs to enable. Attention to this perspective
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1The statistical community has long been concerned with crosswalks.
For example, creation of a time-series often requires that a mapping be
created between old versions of questions and new versions, between old
categorization schemes and new ones, and so forth.



require representation through a highly technical language
and presentations such as tables or graphs. These represent
potential sources of misunderstanding and barriers to using
statistics appropriately.

Metadata play a central role in enabling the interpretation
of statistics. Metadata such as the units used to report the
data, the time period to which the data refer, the sample and
population to which the statistic relates, the question the in-
terviewer asked to generate the data, the sampling and non-
sampling error of the statistics, and so on, are all critical to
understanding the meaning and potential use of a given sta-
tistic. It may also be necessary to understand the underlying
concept that a statistic is intended to represent, the reason a
particular statistic was produced, and the history of the
instruments used to produce the statistics, and so forth. For
example, the United States Bureau of Labor Statistics re-
ports two different estimates of employment each month;
one comes from a survey of households and the other from a
survey of establishments. In the past several years, these
estimates have frequently diverged, largely because they
measure two different concepts of employment, using two
different methodologies (see, Employment from the BLS,
U.S. Bureau of Labor Statistics, 2006) for background infor-
mation on the differences). There is a variety of perspectives
on what constitutes statistical metadata. A well-accepted de-
finition within the community is that of Dippo and Sundgren
(2000). They define statistical metadata as:

• Metadata is the information used to interpret/use/understand
the information.

• Metadata describes or documents statistical data (over the
lifetime of that data from survey conceptualization to data
dissemination).

• Metadata includes resources and tools used in producing
data (such as instruments, interviewer documentation, cod-
ing schemes). (p. 910)

Understanding Metadata Use in Statistical
Information Tasks

The user perspective to understanding metadata use in a
domain starts with understanding the types of tasks that
users attempt or accomplish. Following from that under-
standing can come investigations of metadata to support
those tasks.

Statistical Information Tasks

When we started, there was limited research on use of sta-
tistical data by non-experts. Robbin (1992, 1995) describes
the design criteria for a collaboratory to support the work of
social scientists using United States Census Bureau data.
Robbin and Frost-Kumpf (1997) focus specifically on the
role of statistical error in the production, dissemination, and
use of statistical data and supply a set of related information
system design strategies and principles. Hert and Marchionini
(1997) identified a set of user types for Web-based statistical
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assures that final metadata elements and the model as a whole
support accomplishment of user goals within the domain.

• An organizational perspective that brings knowledge of the
constraints and organizational aspects of agencies providing
information and metadata to bear on the model. Attention to
this aspect assures that the final model can be implemented
within the organizational contexts.

• A technical perspective that addresses the use of appropriate
standards and technologies, relationships to other compo-
nents of the architecture (such as interfaces, business rules),
and the extensibility and scalability of the model.

Each of these needs to be considered to assure a metadata
model that is effective, efficient, and sustainable. Ideally, they
are considered together as each informs and constrains the
others.

The four perspectives also capture two larger dimensions
important in the construction of a metadata model—the
internal/external dimension and the task-oriented/adminis-
tration-oriented dimension. Workable metadata models must
balance the aspects internal to an organization (such as the
type of information available and organizational resources—
the content and organizational perspectives) with those exter-
nal (the user and technical perspectives). The task-oriented/
administration-oriented dimension reflects the balance be-
tween what users are attempting to accomplish with given
information resources (the user and content perspectives)
and the technological and organizational resources and func-
tionality (the technical and organizational perspectives). The
focus of this article is on our research related to the user per-
spective. A related article (Denn, Oh, Pattuelli, Gillman, &
Hert, 2007) documents activities associated with the other
perspectives.

The Importance of Metadata in Understanding
Statistical Information

The U.S. Federal statistical system is unique in the world,
in that there are over 70 agencies that produce statistics for
the public and Congress. This is in contrast to nearly all other
countries that have central statistical bureaus that coordinate
all the statistical activities within the country. In addition to
statistics produced by the Federal agencies, the states, smaller
jurisdictions (counties, cities), and a myriad of private orga-
nizations produce statistics. Many of these statistics are avail-
able free, but they are difficult to find without prior knowledge
of these organizations. Along with the challenge of navigat-
ing the labyrinth of data and agencies, statistical information
is often difficult for nonexperts to use. Understanding of sta-
tistical data often depends on one’s ability to interpret very
distilled information in tables and may require that the user
comprehend very specific details of the concepts, design, data
collection, or analyses that generated the numbers.

The ability to read or work with statistics is not widely
taught in school in the United States, with the result that the
general public often lacks statistical literacy (Moore, 1997).
Statistics are often highly specialized, having been produced
through complex statistical or mathematical procedures that



data and information and provided a user-based task taxon-
omy. Blakemore and McKeever (2001) investigated the in-
formation needs of users of official European statistical data
and highlighted these in the areas of greater timeliness of
data, more availability of time series, better geographic
coverage and continuing attention to changing themes and
the granularity by which information on those themes was
available.

This previous work identified several aspects of statistical
information use that became the focus of our work on a
metadata infrastructure. First was the importance of tables
as containers of aggregated statistical data. Tables are a com-
mon conceptual and presentational structure by which statis-
tical data are stored and represented. Data in tabular form are
often the starting point for additional depictions, such as
graphics or analytical reports, and contextualize specific num-
bers. Tables are, however, difficult to find, interpret, and use.
Most commercial search engines do not index the contents
of tables; they cannot retrieve that information and often they
do not even identify the existence of tables within a text. Once
a table is found, users face succinct labels and highly distilled
numbers and may wish to perform comparisons or calcula-
tions that are difficult in static tables. The ubiquity of tables
suggested that we first study metadata use in the context of
tabular data.

Although our initial work was on tables, tables are not
found and used in isolation from each other or other types of
data. The nature of user tasks and guidelines for appropriate
use of statistical data, as well as the distributed nature of the
United States statistical system, leads to the need for users to
explore multiple sources. Given this situation, we determined
that our metadata infrastructure would need to support these
integrations, and integration has become our explicit focus
in the last several years.

Metadata for Statistical Information

The history of identification and codification of statistical
metadata has followed several paths. These are differentiated
by the original purposes of communities involved in the pro-
duction and use of statistical information: the data archiving
community, the large statistical agencies, generally at the
national and international levels, and those engaged with
presentation and use of statistical products, such as tables.
Naturally, these communities are not mutually exclusive, but
do help to depict the metadata development paths.

Data archivists have long been in the business of providing
storage of and access to data sets by individual researchers
and agencies. One of the best known of these archives in the
United States is the Inter-university Consortium for Political
and Social Research (ICPSR). The archiving community has
needed metadata to support users’ location and use of the
stored data sets. Originally, this community focused on de-
scribing data sets and associated documentation (such as
codebooks) and the Data Documentation Initiative (DDI) is
the leading effort in this context. The DDI “is an effort to es-
tablish an international XML-based standard for the content,

presentation, transport, and preservation of documentation for
datasets in the social and behavioral sciences” (DDI, n.d.a).

The metadata efforts of the statistical agencies have ad-
dressed the whole life cycle of a data set from conceptual-
ization of the purpose of the data collection effort, through
all the data collection and analysis steps, and on to data dis-
semination. Thus, these efforts have included a number of
aspects not considered by the archiving community, in par-
ticular, the process aspects of developing a data set and the
dissemination of products generated from that dataset. The
UN Economic Commission for Europe (UNECE), Eurostat,
and the Organization for Economic Cooperation and Devel-
opment (OECD) sponsor an ongoing series of meetings2 on
statistical metadata for national and international statistical
offices. Papers and reports address terminology, standards,
models, metadata for the survey life cycle, metadata for
dissemination, and quality (e.g., Byfuglien, 1998; Dippo,
Conrad, & Gillman 2000; Johanis & Gillman, 2006; Gregory &
Nelson, 2006; Kent, 1998; Sundgren, 2004). Statistical of-
fices throughout the world are heavily involved in using
statistical metadata to enhance the survey process and statis-
tical data.

There has also been substantial discussion given to repre-
sentations of data and datasets that support use (e.g., Carr,
1998; David, 1993; Dolby, Clark, & Rogers, 1986; Hall,
1943; Robbin, 1981; Wainer, 1997; Walker & Dorost, 1936;
Wilkinson, 1999). However, this discussion has not been
well linked to studies of use of that metadata, particularly by
nonexperts; instead, it has taken the perspective of expert
producers and users of that data and considered metadata
needs from that perspective.

The three paths are converging to some extent, with the
recognition that (a) end users may need both data sets and
statistical products derived from those data sets, (b) final use
of data is highly dependent on the processes that generated
them, and (c) the new users of data and data products may
enter the world of statistical information through a variety of
doors with the expectation that they can get what they need
in one stop.

Metadata User Studies

There are two general approaches to investigating how
people use metadata. The first starts with existing metadata
elements and examines how people utilize these in the con-
text of the task. This approach has been widely used in in-
formation science and appears in the literature as relevance
judgment studies (Schamber, 1994). Relevance judgment
studies investigate how users determine the relevance, vari-
ously defined and operationalized, or potential relevance of
information units. Traditionally, those information units
have been articles and books, and users examine represen-
tations of those units (such as citations, which represent the
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metadata in that case) and indicate those they consider rele-
vant or nonrelevant. Users are asked about the criteria they
are using in the judgments and how they make those judg-
ments. The intent of this line of work has been to under-
stand the phenomenon of relevance judgment, provide
typologies of relevance criteria, and in some cases to sug-
gest enhancements to the representations of the informa-
tion units (see, for example, Barry, 1994, and Park, 1993).
In the statistical information domain, Hert and Bosley (as
reported in Hert, 1999) used the relevance judgment ap-
proach to understand what metadata associated with the
descriptions of variables were deemed useful in making
choices among variables to be used in a statistical analysis.
A study by He and Gey (1996) alludes to the value of the
codebook data in choosing variables. This relevance judg-
ment approach supports metadata architecture design by fur-
thering understanding of the metadata elements and their
facets which matter for certain tasks. It is most appropriate
for environments in which there is agreement on the neces-
sary metadata elements and where their prioritization is most
important.

The second approach examines people interacting with
information and the associated issues and challenges to
their successful use, and from those derives metadata ele-
ments and structures to support that interaction. This ap-
proach can highlight components of metadata that are
frequently used (in particular tasks), identify metadata that
are important but not yet captured in systems, and provide
information about the context of use relevant for system
design. This bottom-up approach essentially “reverse engi-
neers” the metadata from user issues and problems. It is
helpful in situations where metadata requirements are not
clearly understood. This is the situation in the environment
in which we operate. Although there is a good understand-
ing of metadata necessary to support survey processing
(Gillman & Appel, 2000), the increasing availability of sta-
tistical data on the Web and related tools for integrating data
have opened up new tasks/functionalities for which meta-
data are necessary.

The recognized “situationality” of information use also
informs our work. There is an increasing understanding of
the role of context and situation in information seeking
(Cool, 2001). As Cool and Spink (2002) write of informa-
tion retrieval (IR), but which can be extended beyond that
domain, “At this point, it is generally recognized that IR is
an inherently interactive process, which occurs within mul-
tiple, overlapping contexts that inform, direct, or shape the
nature of this interaction” (p. 605). Metadata use is also
contextual in nature; the tasks in which people are en-
gaged, what they understand about the domain, and other
aspects of their current situation determine the utility of
metadata. As Green and Kent (2002) remind us, “All these
manifestations of metadata give a partial view of data at a
particular point in the data life cycle. They offer a selection
of information relevant for a certain goal, and present it in
a format appropriate for meeting this goal in a specific con-
text” (p. 29).

The Empirical Studies

The discussion above highlighted several lines of inquiry
that formed the basis for our empirical work. First, due to
the changing user base for statistical data (particularly on the
Internet) and the availability of new functionalities, we needed
to employ the bottom-up approach in our investigations.
Second, we targeted tabular representations of data and data
in integration tasks because they are important components
of the statistical information domain and, given the situation-
ality of information use, would provide us the most insight
into metadata system design.

The team conducted three systematic investigations into
use of metadata. These were:

1. A study of metadata requirements for understanding ta-
bles based on understanding the uncertainties users expe-
rience during table use (Hert & Hernández, 1999).

2. A study of metadata requirements in integration tasks
(Denn, Haas, & Hert, 2003).

3. A study of one integration activity, the making of com-
parisons, investigating types of comparisons made, and
the rules experts employ while making comparisons
(Hert, 2004).

As indicated earlier, these three studies are linked to pre-
vious work on use of statistical information. In addition, the
overall purpose of the studies was to inform the develop-
ment of the metadata infrastructure for the SKN, with each
performing a particular role in that process. Our first study
provided us with a baseline understanding of the types of
metadata necessary as well as the potential difficulties in ac-
quiring such metadata. It also enabled us to begin to exam-
ine existing metadata structures for their suitability for our
work. The second study provided additional knowledge of
types of metadata needed, particularly for integration activi-
ties, as well as the cognitive and situational environment that
surrounded those tasks and that would influence metadata
infrastructure design. The third enabled us to begin deriva-
tion of a set of rules that would operate on the metadata
structures to support comparison activities. Figure 1 depicts
both the earlier research work as well as provides the linkage
made between our metadata study results and metadata
infrastructure design work. We will return to that linkage
after discussion of the studies. Our strategies for utilizing the
results of the studies are the focus in what follows. Details
on the methodologies and findings are available in the cited
article for each study.

Study 1: User Uncertainties With Tabular
Statistical Data: Identification and Resolution

Our first study focused on tables. The intent was to pro-
vide insight into metadata elements necessary to support use
of tables as well as to understand the potential difficulties in
attaining that metadata. This work provided a baseline cate-
gorization of types of metadata needed to enable users to
resolve their questions associated with statistical tables and
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served as the launch pad for our project’s efforts to investi-
gate available metadata structures and the nascent design of
our metadata model. Specifically, this project addressed the
following questions:

• What questions and uncertainties do users have when inves-
tigating the statistical tables used in the study?

• What are the answers to these questions?
• To what extent is metadata available to answer the questions?
• What metadata would be necessary to answer these questions?

Methodology

The investigation of user uncertainties involved several
activities. Eleven respondents interacted with specific tables.
Most were undergraduate students who reported being expe-
rienced Web searchers with some familiarity with statistical
data. The team then mined session transcripts for uncertain-
ties, questions, complaints, and suggestions. These were cat-
egorized. The research team attempted to find answers to all
questions and uncertainties.

Study participants viewed three tables (out of four tables3

used in the study) in a mix of electronic and paper formats.
The tables differed in their content, complexity, size, and
formatting styles. The intent was to provide variety while as-
suring that the researchers could provide the tables in multi-
ple formats as well as be able to find answers to user ques-
tions. After an initial unstructured period in which each
participant was instructed to examine the tables, thinking
aloud, the researchers asked a series of questions about the
participant’s understanding of each table. The purpose was
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In what tasks are users engaged with 
statistical information?
(Blakemore & McKeever, 2001; Hert & 
Marchionini, 1997; Robbin, 1992, 1995; 
Robbin & Frost-Kumpf, 1997)  

Empirical Study 1: User Uncertainties 
With Tabular Statistical Data 
(Hert & Hernández, 1999) 

Empirical Study 2: Statistical Metadata 
Needs During Integration Tasks 
(Denn, Haas, & Hert, 2003) 

Empirical Study 3: The Metadata 
Requirements to Support Comparisons 
(Hert, 2004) 

Results: Understanding of domain, 
important tasks (integration), 
importance of tabular representations, 
user types 

Metadata Design:  XML metadata schemas that maximize 
inclusion of high feasibility elements to support important 
user activities. 
Business rule specification for operations on metadata. 
Prototype interface to exploit metadata schema. 
(Details in Denn et al., 2007)

Results: Mapping of user needs during 
integration to metadata elements, 
assessment of feasibility of acquiring, 
encoding the elements, draft schema

Results: Preliminary set of metadata 
elements, knowledge of their 
availability, investigation of DDI 
scheme to support metadata needs 

Results: Further 
specification of metadata
elements to support 
comparisons 
Business rules operating 
on metadata to support 
comparisons 

FIG. 1. The research agenda for understanding metadata for statistical information tasks and its relationship to metadata schema development.

3The tables were from (a) the U.S. Bureau of the Census (1998): Statis-
tical Abstract of the United States, 1998. Table 14: Resident Population, by
Age and Sex: 1980 to 1997. Retrieved, from http://www.census.gov/prod/3/
98pubs/98statab/sasec1.pdf). (b) U.S. Bureau of Labor Statistics: The Econ-
omy at a Glance. Retrieved, from http://www.bls.gov/eag/eag.us.htm).
(c) U.S. Energy Information Administration: Retail Gasoline Prices. Re-
trieved, from http://www.eia.doe.gov/oil_gas/petroleum/data_publications/
wrgp/mogas_home_page.html. (d) Estimated Average Length of Life in
Years by Race and Sex—Death Registration States 2900–28, United States
1929–1996. (1998, December 24). National Vital Statistics Report, 47(13).



to determine what kinds of metadata would need to be ac-
cessible during table use so that users could better under-
stand the meaning and significance of the data presented.
The choice of these particular questions was supported by
defined characteristics of good tables (gathered from a vari-
ety of sources, such as the UN/ECE, 1992, and Wainer,
1997); by the standards on the sources, methods, and proce-
dures of statistics as defined in Walker and Durost (1936); as
well as by researchers’ own evaluations of each of the tables.
The team created records of each participant’s comments,
responses to interview questions, and other data (such as
which component of a table was the focus of the comments).
Analysts reviewed the records, and extracted uncertainties,
suggestions, and complaints. The team coded the lists using
the schemes described below.

Data analysis had two components. In one component,
specific answers to each question were found. The full set of
questions and answers is available in Hert and Hernández
(2001). Researchers searched for answers to each question
in a variety of paper and online sources. They examined the
table itself for answers (e.g., table footnotes), and technical
documentation. For online tables, links present within the
table were followed. The researchers did not do general
searches on the respective Web sites, as the assumption was
that users of tables would not be likely to do so. If no answer
was found, the team contacted Federal statistical agency
analysts with expertise in the specific tables used. These
experts also confirmed the answers that had already been
found. The second component was to categorize the ques-
tions using inductive open coding (Krippendorff, 1980;
Strauss & Corbin, 1990) to understand user’s uncertainties.
Our set of categories was developed by identifying instances
where users had (a) a direct question about the data; (b) con-
cern about the clarity and completeness of information sup-
porting the table; or (c) confusion about the meaning of terms,
data, formatting style of the table, and other issues.

Research Findings

User uncertainties. One hundred sixty-nine questions/
uncertainties was identified. These were categorized as shown
in Table 1. The categorization scheme had eight main cat-
egories: Definitions Needed, Table Structure, Rationales
Needed, Survey Methodology Information Needed, What’s
the Difference, Interpretation of Table Needed, Information
Currency Information Needed, and User Uncertainty Is Not
Clear. The majority of uncertainties (155 of 169, 91%) are in
the first four categories mentioned. These categories included
uncertainties at several different granularities (e.g., for a
term, about a survey’s methodology, or for a specific table)
and that covered the range from statistics in general, to survey
methodology, to presentation.

The researchers attempted to find answers to all user
questions. Table 1 also summarizes the sources of answers to
the question categories, that is, whether an answer to the
uncertainty was found online, via a question to an expert, or
not found at all. Only 59 of the 169 questions (35%) had an

answer available online. The 59 include two questions that
had supplementary information provided by an expert. The
category What’s the Difference had a success rate (for find-
ing the answer online) of 75% though there were only four
questions in that category. A cluster of categories had rates
of online answers ranging from 43% to 56%. These were
Table Structure (43%), Survey Methodology Information
Needed (43%), and Category Inclusion Information Needed
(56%). A second cluster ranged from 29% to 36%. These
were Term Definition Needed (29%), tool functionality
(a subcategory of table structure; 29%), and Rationales Needed
(36%). Forty eight percent of the questions (81 out of 169)
needed the assistance of an expert to answer, and for 17%
(29 out of 169) no answers were found or given by an expert.
It is important to point out that even in cases where the in-
formation to address an uncertainty was found online, the
user was still unable to access it.

Using results to inform metadata model development. The
results of the study informed our metadata model develop-
ment work in several ways. The uncertainty/question cate-
gorization provided us with a preliminary list of the types of
metadata necessary to support table use. The basic assump-
tion was that an uncertainty could potentially be resolved
with information of a particular kind, and we could thus
derive a metadata element to contain that information. We
then used that list of metadata elements to assess the extent
to which an existing metadata schema could support those
metadata needs. We wanted to (a) determine which user ques-
tions could be mapped to specific elements in the schema,
(b) provide details on the specific answer that might display
to a user with such a question when using a table, and (c) un-
derstand the issues in building such a mapping. The ultimate
goal for use of this information in the SKN would be to
automatically identify relevant metadata that resolved user
questions, tag it appropriately within the schema, and port it
into user-interface tools.

The most prominent and accessible statistical informa-
tion metadata scheme during the period of the study was the
DDI’s (n.d.b) XML DTD. We attempted to map our question
categorization to elements in the DDI. As the team began
this process, difficulties were quickly discovered. The DDI
was originally designed to support the documentation of
data sets rather than outputs from statistical processes (such
as tables). This meant that a number of DDI elements were
not relevant for expressing metadata associated with these
outputs. Although the DDI was designed to encode data sets,
more recently it has developed a strategy to code the structural
presentation of data in tables. These elements are more struc-
tural than they are conceptual. The elements enable record-
ing of location of data in cells and linking that to table row
and column headers. There is some linkage to the conceptual
components; however, for our project, this meant that we
could not readily determine whether to suggest encoding
specific categories of questions with the structural elements
or the conceptual elements. The final difficulty was that some
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categories of questions, most notably, rationales, were not
easily mapped to specific elements.

The other aspect of the results was the assessment of the
extent to which metadata currently exists to support user un-
certainties. As indicated in Table 1, some answers are not
readily available. Many definitional questions have easy res-
olutions and, in fact, definitions of variables, categories of
variables, etc. are already well documented and considered
within existing agency metadata systems. This suggests that

they might be readily ported into the SKN metadata infra-
structure. Some uncertainties are much more complex; in
particular those relating to rationales. Answers to these ques-
tions seem to require a rich domain knowledge that might be
difficult to retrieve. For example, the question: “Why is there
no OPRG in PADD 1C and no Oxygenated in the PADD1’s?”
related to a gasoline table could not be resolved with defi-
nitions. To answer it required another source and knowl-
edge of how gasoline formulations and their reporting are
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TABLE 1. Question categories and sources of answers with frequencies.

Question category/ Answer from Answer from No answer Total freq.
subcategory Definition/example documentation-frequency expert-frequency was found of uncertainty

Definitions needed Users asked about the meaning of something 32 56 5 93
in the table

Term definition needed What does seasonally adjusted mean? 12 29 1 42
Category inclusion User is uncertain of what belongs to a particular 20 14 2 36

information needed category. Ex.: What does non-farm wage 
include?

Abbreviation meaning What does T&P mean? 13 2 15
needed

Table structure The way the table is organized/formatted makes 8 9 12 29
user uncertain about the meaning of the data

Table labels Ex.: I don't understand this label 6 3 5 14
Table format/layout/look Ex.: I don't understand why the numbers are in 4 3 7

and feel purple.
Tool functionality Ex.: Can I make a graph right now? 2 2 3 7
Info organization Ex.: I wouldn't expect to find Press releases 1 1

first when you click on the link

Rationales needed User is uncertain of the reasons why something 7 10 2 19
was done, reported, computed, etc., in a 
particular way. Ex.: Why are the numbers 
reported differently for NY & LA?

Survey methodology User asks about the methodology that led to the 6 2 4 14a

information needed results
Computation methods Ex.: How are rates computed? 2 1 5a

information needed
Measurement Ex.: Is this the number of persons or jobs? 3 2 5

unit/population 
information needed

Source of data Ex.: From whom were the data collected? 1 1 1 3
information needed

Data collection Ex.: How were data collected? What methods 1 1
methodology were used?
information

What's the difference User asks about the difference between/among 3 1 4
question two or more entities. Ex.: What's the difference

between note 1 and note 2?

Interpretation of table User can't make sense of table as a whole. Ex.: 1 1 2 4
needed What is this table trying to tell me?

Information currency User asks about when new data will be available 2 2
information needed or when data was updated

User need unclear Unable to be categorized due to insufficient 4 4
information

Totals: 57 81 29 169

aTwo answers used information from the documentation and an expert. These are included in the total frequency column, but not in the individual
documentation and expert columns.



changing (K. Armstrong, personal communication with P. Weir,
December 15, 2000).

Study 2: Metadata Needs During 
Integration Tasks

Our first study provided a sense of the types of uncertain-
ties users experience and the potential metadata to resolve
them. We also became increasingly aware that tables are not
used in isolation. In our next investigation, we turned our at-
tention to metadata’s role in integration tasks. The second
study’s goals were to reveal the kinds of issues that come up
when users are completing integration tasks using statistical
data, to identify the metadata elements associated with these
issues and challenges, and from that information to begin to
construct a metadata architecture that supported the meta-
data elements. The research goals were to:

• Describe user experiences during tasks involving integration
of statistical information.

• Identify problems/uncertainties users have during tasks in-
volving integration.

• Map metadata elements map to the problems and uncertainties.

Methodology

In this project, we used a scenario-based design approach
to data collection (Carroll, 2002; Rosson & Carroll, 2001) and
analyzed the data inductively. Via an iterative process with our
agency partners, we developed four scenarios that were suitable
tasks for the study (scenario development details are available
in Hert, 2002). The scenarios (summarized) were: 

1. You’ve been asked to investigate the economic status of
Sheridan County in Nebraska. Find four to six economic
indicators (e.g., unemployment rate, consumer price index),
and compare Sheridan County to the state of Nebraska and
to the United States as a whole. 

2. During your exploration of the economic health of
Nebraska, you discover that the unemployment rate, total
unemployment, employment, and labor force statistics for
the most recent time period (currently August 2002) are
not the same on the BLS site and the Nebraska site. Try to
find out what explains the difference in the numbers.

3. You are a social activist and have become increasingly
concerned about urban sprawl and the loss of rural areas
for farming. You are looking for statistics for the change
in the amount land used for farming and the change in
farming income (market value of agricultural products)
in Orange, Durham, and Wake counties (in North Carolina).
What has been the change in the amount of farmland in
these counties since 1992? Has there been a comparable
change in income from farming? How does the change in
farmland and farm income in the Raleigh-Durham area
compare to the change in farmland and farm income
across the nation as a whole?

4. You are considering relocating a soybean crushing plant
to either South Dakota or Nebraska. Compare the two

locations based on the availability of soybeans within the
state and their cost, and energy costs, specifically natural
gas and electricity. 

We interviewed 14 expert and 9 student users. The expert
users were a mix of users from within the statistical agencies
and users from outside the agency whose work depends on
data from the agencies. The students were undergraduates
majoring in the social sciences. Each participant chose and
completed one or two of the tasks, and we used think-aloud
protocols and follow-up interviews directly following task
completion to gather data. For each task, we provided the
participant with a Web page containing the task text and
links to four to five sources of data that would satisfy the
task.

Our analysis approach differed from our first study. In
the first study, we provided an extremely constrained envi-
ronment in which participants interacted. In this study,
we conducted an inductive, qualitative analysis in which we
identified key themes across the participant interactions.
This approach allowed us to capture the situationality of the
interactions and provided us with rich descriptions that we
mined for user problems and related metadata. In our analy-
sis, we were interested in the stories the data had to tell about
the interaction between metadata and users’ difficulties in
finding, integrating, and using data from the Web sites.

Findings

We described user interactions in terms of a set of key
themes or “stories” that expressed a number of perspec-
tives on the users’ experiences and metadata use. The themes
were:

• User knowledge
• Surveys and statistics
• Interpretation of information
• Temporal issues
• Geography
• Navigation and information layout
• Terminology
• Integration activities

Brief synopses of these are provided below. A full report
is in Denn et al. (2003).

User knowledge. This theme reflects how the set of knowl-
edge, expectations, and assumptions of the user were brought
to bear on their efforts at integration. People exploited do-
main knowledge, task knowledge, knowledge of statistical
processes and agencies, and expectations about the availabil-
ity and possible currency of information. Incorrect knowl-
edge and expectations often hindered task completion.

Surveys and statistics. The nature of statistical informa-
tion also shaped interactions. Different granularity of data is
often available from a census versus a survey. Surveys are
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often conducted more frequently than censuses. Periodicity
of data collection activities influences the currency of avail-
able data. Different types of measures, such as averages,
rates and absolute numbers, and different manipulations of
the data, such as seasonal adjustment, suggest different types
of interpretations. A user may have been aware of these
aspects (see user knowledge above), but even when not
aware, the nature of statistical information affected the data
they retrieve and how they could interpret it.

Interpretation of information. In interpreting individual sta-
tistics, expert users were sensitive to various dates associated
with the data (such as data collection date, reference period,
date of release of data), units of measurement, associated foot-
notes, status of the data (preliminary, final, or revised), and so
on. A statistic’s source was noted, although there were diffi-
culties in identifying a source on some Web sites. Because our
tasks involved integration of multiple statistics, users had to
consider the aspects above for a single statistic, but also other
aspects when considering multiple statistics. These aspects
were comparability of dates, geographic units, data sources,
variable definitions, and data collection strategies (survey vs.
census, enumeration vs. survey).

Temporal issues. Another theme concerned the timeliness,
or currency, of the statistics that participants were attempting
to use. The amount of difficulty that this issue created for
study participants was related to how much prior knowledge
they brought to bear about particular agencies, their surveys,
and censuses, and the frequency with which those surveys and
censuses are conducted. The participants who were familiar
with the agency data could quickly determine if the particular
statistic they were looking at was the most recent based on
their prior knowledge. Reconciliation of dates associated with
multiple statistics was an important integration activity. This
was especially noticeable in the economic status task. Partici-
pants tended to view the most recent date of the first indicator
they encountered as the “baseline,” and then attempted to find
other indicators whose dates matched that baseline. This was
difficult for the participants because information about the in-
tervals at which particular statistics are reported, and how
quickly they are disseminated to the Web site after the report-
ing interval has passed, is not readily available.

Geography. Geography had a very important role in par-
ticipants’ use of statistics. Three aspects were identified:
(a) user knowledge of geography, (b) the available geographic
granularity of a given statistic, and (c) the role of geography
in integration activities. The first concerns a user’s geographic
knowledge and the extent to which the user needs that knowl-
edge to navigate to the desired data. In many instances, study
participants were confronted with a map of the United States
that had no labels on the states. Another set of problems is
grouped under the heading of geographic granularity. We
define this as the unit of geography to which a particular

statistic applies. For instance, you can get a statistic for the
Consumer Price Index (CPI) for the nation as a whole, for
some region of the nation (e.g., the Midwest), or some par-
ticular state. However, you cannot obtain a figure, in most
cases, for the CPI at the level of a county within a state, a
city, or a metropolitan statistical area (MSA), except for
some large urban areas. This granularity caused problems
for participants both in instances where a particular statistic
was simply not available at some geographic level and in
instances where the participant could not readily discover
whether she could expect any particular statistic to exist at a
particular geographic level.

When integrating multiple statistics, several associated
issues arose. The first is currency. The date of the most recent
statistics available at the Federal level may not be the same as
the date of the most recent statistics available at more specific
geographic levels. When participants could not find statistics
at the desired geographic level, they were unsure if it would
be appropriate to substitute a statistic from a different geo-
graphic level. Another problem was geographic names. When
one name is given to more than one entity, as in the case for
the city of Yakima and Yakima County in Washington, and the
MSA named Yakima, participants were unsure whether they
were comparable and could be substituted.

Navigation and information layout. Many of the problems
participants faced in finding the data they needed for the
tasks they were given involved the navigational paths and
aids provided by Web sites. One of the biggest issues deals
with labeling of navigation links. Participants’ response to
link names reflected their understanding of what might be
included under the name and their knowledge or expecta-
tions about what information a site might have. If a partici-
pant could not find an appropriate category on a page, she or
he was unsure if that meant (a) the category was labeled with
an unexpected name; (b) the category of information she
was seeking existed on the Web site, but was not covered in
the category list; or (c) that category of information simply
did not exist on the Web site.

Related to navigation issues were those of how informa-
tion is laid out and presented to the user. In some cases, the
participants would navigate to a document that contained
information relevant to the task, but would not notice that in-
formation because of the way it was presented. The PDF for-
mats were challenging as tables are often many pages long,
and often groups of related tables are presented within the
same document. Another problem occurred when the col-
umn headings for a table were shown only at the top of the
table, and the rows spread across multiple pages.

Terminology. One of the most visible themes in the data
was the role of terminology in the participants’ interactions.
This role can be described with a number of facets.

Use and understanding of technical terms. Experts need
specialized terminology, but terminology can also serve as a
barrier to finding or understanding the information on the
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part of nonexperts. Our nonexpert participants sometimes
did not understand a term or attempted to infer a meaning
for a term incorrectly. Statistical terms, such as index or sea-
sonal adjustment, as well as terms from the domain of the
particular task were problematic for these users. The under-
standing of terms is complicated by mappings between tech-
nical use of terms and ordinary use, mappings that are neither
one-to-one nor complete. Determining when the mapping
between ordinary language and technical language is “close
enough” is not obvious.

Labels as signposts, or use of terms in prominent places.
This facet is closely related to the theme of expectations and
finding or recognizing information. Terms used in links,
table headers, tables of contents, etc., play important roles
in users’ finding and recognizing the information they need.
When users do not understand the terms, there is a risk that
they will overlook useful information, or that they think they
have found something useful when they have not.

Ambiguous terms. We use “ambiguity” to mean defined
differently, that is when a term is naming approximately the
same concept, but the details of the definition are different.
Ambiguity occurs between language for general purpose
(LGP) and agency definitions, between agencies, and within
agencies. Related to the issue of ambiguous terms, opera-
tional definitions of a term may change over time. The defi-
nitions of race and ethnicity are one such example.

Definitions available to the user. For many reasons, defi-
nitions of terms are not always easily available. Many times,
definitions are given in footnotes, but people often do not
look at footnotes, or have difficulty finding them.

Integration activities. We captured data about the process
of integrating information and the barriers to that integration
taking place successfully. The most important integrating
activities were (a) making comparisons, (b) noting discrep-
ancies (between data, in presentation approach, etc.) and/or
reasoning about the differences, and (c) manipulating statis-
tics (e.g., mathematical, exporting to spreadsheets). Of these,
the comparison activity appeared to be the core integrating
activity. We identified a number of comparisons common
across our participant pool; these types were:

• Comparison across geographic units
• Comparison when there are definitional differences across

concepts and variables
• Comparison across units of time
• Comparison across different sources (Web sites, surveys,

censuses, reports, etc.)
• Comparison across index values

We identified barriers to the successful integration of sta-
tistical information. These were:

• Lack of definitions or source information
• Lack of user knowledge of appropriate strategies (e.g., using

time series data, types of calculations to perform)

• Lack of user knowledge about use of index values, statistical
activity purpose, and approach

• Interface design problems (such as scrolling row and column
headers)

• Inconsistent data across sources
• Inconsistent interfaces
• Inability to determine whether data wanted for comparison

are available
• Lack of domain knowledge
• Lack of knowledge of how to handle domain terms such as

inflation, seasonal adjustment
• Terminology differences

Using Study Results to Inform Metadata Model
Development

The ultimate goal of our analysis was to map the different
themes we discovered to specific kinds of metadata elements,
develop an XML schema to contain them, and explore the im-
plications for the kinds of structures and interfaces that should
be built to house and use that metadata in a way that will be ef-
fective for an end user. We undertook an examination of the
themes to identify: (a) specific metadata elements utilized, as
well as elements that might have been useful; and (b) specific
user problems and actions associated with a given theme
or user challenge. We also assessed the feasibility of incorpo-
rating them into a schema to support the SKN based on our
first study and ongoing interactions with agency personnel.

Dimensions considered in determining feasibility were
the extent to which the metadata could be gathered and en-
coded, and the extent to which it could consistently address
the given problem. For example, from the knowledge theme,
we identified domain knowledge and task knowledge as im-
portant metadata for proceeding through the tasks. However,
both generally have low feasibility for incorporation into a
schema because of the extent to which they are idiosyncrati-
cally applied to tasks, and the particular subcomponents
within both of them, some of which may be easy to provide
whereas others are not. For example, definitions of terms or
explanations of processes (e.g., how indexes are created) are
relatively easy to gather from technical documentation
whereas other aspects of domain knowledge such as the his-
torical change of theoretical concepts may be difficult to re-
trieve and apply appropriately to a user’s situation. Without
extensive analysis of tasks, it is impossible to determine
which elements of knowledge to provide to a user during a
task. From the mappings available in the complete tables, we
began to develop an XML schema that would incorporate the
high feasibility items. This work was done in conjunction
with our efforts related to the content, organizational, and tech-
nical perspectives mentioned early in this article. The schema
is available in an upcoming Denn et al. (2007) article.

Study 3: The Metadata Requirements to Support
Statistical Comparisons

Comparing is a necessary activity in integration tasks;
hence, we undertook a third study to understand comparisons

JOURNAL OF THE AMERICAN SOCIETY FOR INFORMATION SCIENCE AND TECHNOLOGY—July 2007 1277
DOI: 10.1002/asi



and how metadata supports users making comparisons. The
study’s intent was to identify: (a) the types of comparisons
made or attempted by users, and (b) the information that
agency experts bring to bear on the making of those compar-
isons. As with earlier efforts, the results of the study were
intended to provide a bottom-up approach to understanding
metadata requirements. In addition, we began to examine
how a system would have to operate on metadata elements to
support those comparisons.

Methodology

We addressed the questions above via a strategy of inter-
views with agency experts engaged in comparisons and
through the analysis of documents likely to discuss compar-
isons or the results of comparisons. We identified experts in
one agency, the United States Bureau of Labor Statistics
(BLS), who regularly performed statistical comparisons.
Identified experts were contacted and 15 participated. These
people were experts in comparisons:

• Among foreign labor markets and the United States economy
(three people)

• Among different measurements of United States unemploy-
ment (two people)

• Concerning inflation rates in the United States (using the
Consumer Price Index [CPI]; one person)

• Concerning compensation rates in the United States (one
person)

• Concerning response rates for various surveys (one person)

We also interviewed seven people whose primary respon-
sibility was with disseminating information to the public.
Interview participants addressed the following questions:

• What types of comparisons do you perform? What specific
comparisons do your users attempt? Which types of compar-
isons are challenging for users?

• What kind of guidance would you give a user in making these
comparisons? Are there particular strategies for exploring the
comparability of statistics in these areas, particular red flags
or cautions that you’d give people?

• What kind of tools/guidance/information would help novice
users in making comparisons? (for example, should some
comparisons that aren’t viable be “blocked”?)

• What else would help someone understand the types of com-
parisons users attempt with BLS data and how to help them
accomplish those comparisons successfully?

In the later interviews, participants were provided with a
list of comparisons previously identified and asked whether
they had comparison types to add to the list. In addition, a
synthesis of the comparison process (e.g., the types of com-
parisons and strategies used) was developed and the last sev-
eral participants were asked to comment on the extent to
which the synthesis (presented below) resonated with their
experience.

The project team also analyzed documents likely to con-
tain information concerning the use of agency statistical data
to perform comparisons. These sources were:

• The Web-accessible Frequently Asked Questions (FAQ) lists
of all units of BLS. These were considered to be a primary
vehicle for addressing user questions and thus would be
likely to contain information that the agency thought rele-
vant to using the data.

• The recent news releases of the units represented by the ex-
perts interviewed. When data are released from a survey, a
news release is also produced that highlights key aspects of
the data. These tend to represent the agency’s official “take”
on the data and its use.

• Recent journal articles (2001–2003) from a set of journals
the experts identified as the journals in which statisticians
and survey methodologists publish studies related to making
comparisons and the issues associated with them. These
journals were the Journal of Official Statistics, Survey Method-
ology, and Public Opinion Quarterly. A total of 35 articles
were reviewed.

The document analysis was completed prior to the inter-
views and used in the development of the synthesis statement
presented to the participants in the interviews.

Findings

The experts identified the following comparisons as being
relevant to end-user use of their statistics:

• Comparison across geographic units
• Comparison when there are definitional differences across

concepts and variables
• Comparison across units of time (data collected/reported at dif-

ferent times, different aggregations (e.g., quarterly, monthly),
and different reference periods

• Comparison across different sources (Web sites, printed
sources, etc.)

• Collection approaches (enumeration vs. sample, house-
hold vs. establishment, administrative records vs. samples
or censuses)

• Comparison across index values
• Terminology comparisons (same word-different concepts,

same concept-different words)
• Other specific comparisons: deflated versus real dollars, cor-

rected versus uncorrected data, preliminary versus final re-
lease data, seasonally adjusted data versus nonadjusted data

• Comparisons involving data with differing confidence
intervals

The researchers also developed a model of the comparison
process and its dimensions. It was found that generally com-
parisons occur when a user wants to compare one’s chosen
“entity” (e.g., a cell in a table that may represent geographic,
demographic, domain breakdowns) to:

• others at one point in time,
• itself over time, or
• the combination of these.
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Although one wishes, in general, to compare true or real
values, this is not possible because there is no way to deter-
mine whether the associated statistics are true due to both
sampling and nonsampling error. An expert user resorts to
several tactics:

1. Compare concepts and methodologies (including sample
size, estimation procedures, coverage, universes, refer-
ence periods, other methods). In some instances, one
might also need to have knowledge of the context of data
collection and reporting efforts. If methodologies or con-
cepts are found not to be comparable, experts adjust the
data, if possible, to achieve comparability. For example,
if one statistic measures unemployment including agri-
cultural workers and another statistic does not, it may be
possible to subtract the agricultural worker component
from the first to make it comparable to the second.

2. Get a larger picture. An expert user may add additional
measures/statistics or perform a variety of exploratory
data analysis techniques to see how a given statistic “fits”
into the larger picture. Rather than direct comparison, the
task becomes finding the story that the variety of num-
bers tell. If a given number does not “fit,” explanations
are sought, such as checking for problems with data col-
lection, seasonal adjustment (if appropriate), and/or un-
derstanding the domain/context in which the statistic sits.

Analysts use their knowledge of statistics, survey method-
ology, and specific domains to enhance the quality of their
comparisons, resulting in some rules of thumb. These were:

• If possible, compare numbers from the same survey/census
instance (e.g., do comparisons only with data from the 2000
Census rather than use data from the 2000 Census and some
other data collection activity). The error structure will be
constant in this case. As one person said, “You try to keep
them within the same set of errors so they don’t cross any
important boundaries.”

• Be aware of the error structure of the given surveys—how
noisy are the data? Noisier data will limit ability to be specific
in comparisons.

• Get the bigger picture—look over a longer period, with more
measures.

• Perform the type of comparison the data warrant. It may be
possible to compare trends (answering questions such as: Is
it going up or down? How fast is it growing? How long has
the trend continued?), even when the methodologies are not
comparable. Comparisons to quantify differences in levels,
changes in rates, etc. need more comparability in the method-
ology. There are different thresholds of comparability for
different types of comparisons.

• When using the results of comparison activities, be accurate
about what you can report about the numbers—you may need
to make more general statements rather than be able to distill
the numbers down.

• Tie the right data to the right question. Does your question
need seasonally adjusted or nonadjusted data? Do you need
to track the same cohort over time or know about a specific
grouping (such as people aged 14–25) through time? Do you
want to look at a seasonal trend or a cyclical trend (peak and
trough or same point in time comparison)?

The experts also articulated some common questions or
aspects of the data that they need to understand before
attempting a comparison. These are:

• Has there been a change in classification of the variable over
the time period of interest?

• Are the data final?
• Are the data being compared from different periods?
• Are the data being compared from different geographic units

with the associated rule of thumb: get units geographically
close to unit of interest?

• Is the comparison of index values?
• Is the comparison among measures that already have a com-

parison built in (e.g., percent change, percent distribution,
rates, ratios)?

• Is the comparison one that involves variables that are com-
monly conceptually confused (e.g., occupation and industry,
employment rate, and unemployment rate)?

Using Study Results to Inform Metadata Model
Development

As with the earlier studies, we identified additional ele-
ments of metadata that might be appropriate for inclusion in
the schema. In addition, the experts’ knowledge of which
metadata are used in comparisons and the rules associated
with those metadata enabled us to begin to express business
rules that would operate on the metadata to support compar-
ison processes.

To identify additional elements of metadata, we worked
through a number of comparison scenarios. For example,
one scenario was “I want to compare the national unemploy-
ment rate this month to last month and last year at this time.”
The actions of the scenario actors (user and system) were
analyzed to determine the information that was displayed,
input, and transmitted to each actor. This information was
mapped, when possible, to metadata elements in our schema.
If no element was available, that was noted along with the
type of metadata needed. The expert strategies and common
questions also pointed to relevant metadata elements. For
example, the question “Are the data final?” might be addressed
from a metadata perspective by incorporation of an attribute
or flag that would indicate that the data being described are
final or not.

The work with the comparison scenarios identified sev-
eral new issues relevant to our metadata design efforts.
First, we found that there was a hierarchy of comparisons
from simple to complex. In situations where the methodol-
ogy was identical for the numbers being compared (such as
in the example scenario above), our schema supplied suffi-
cient metadata to support the comparison. However, as
comparisons crossed survey boundaries (e.g., numbers were
generated via different methodologies or different concepts
were used), our metadata elements were less likely to be
sufficient to support a user’s efforts to make an appropriate
comparison. We also found that supporting comparisons
involves metadata that go beyond statistical metadata to
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include metadata related to system storage and retrieval
and interface design (such as metadata needed to enable
users to understand the meaning of navigational tools or
display tools).

The comparison study also illuminated a second aspect of
metadata system design—that of determining how metadata
would be manipulated to support user activities. Prior to this
point, our work had been concerned with identifying and
structuring metadata elements; this study provided informa-
tion about how metadata elements would need to be manip-
ulated to support users. For example, we can model the com-
parison used in the example above as a set of conditions that
must be met for a comparison to be appropriate. Once the
conditions have been identified, we can then assess which
elements in the schema play a role in each condition or
whether a given element does not exist. Table 2 demonstrates
two comparisons and the sets of conditions for each. Some
examples from the elements in the schema are included as
demonstrations of the mappings between condition and meta-
data elements.

Our Current Schemas

At this point, we have a stable set of schema that incor-
porates the results of our user studies as well as our efforts
utilizing the other three perspectives (content, organiza-
tional, and technical) discussed earlier in the article. The
GovStat Schema, version 2.0 contains two schemas, one for
entities being marked up, the entity description schema
(entDscr.xsd), and one for the concept and value domains
represented within marked up entities, the concept-value
schema (concept-value.xsd). At the time this work was con-
ducted, we chose to develop our own schema rather than an
application profile using other schema because the only ex-
isting statistics-specific schema, the DDI, did not sufficiently
address issues such as embedded entities, tabular data, and
non-codebook types of statistical presentations. This situa-
tion is changing, with a soon-to-be-released version of DDI
3.0 suggesting an alternative approach.

Entities may be statistical tables, reports with tables embed-
ded, statistical chartbooks, data codebooks, news releases, etc.
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TABLE 2. Modeling comparisons as a set of confirmed conditions and metadata elements necessary to support the confirmation process.

Comparison type: Data from all compared cells come from same survey program and comparison is over time for one geographic unit (e.g., comparing the
U.S. unemployment rate over time or the Consumer Price Index for one geographic entity over time) 

Example of types of information recorded in the GovStat metadata schema 
Confirmations necessary for appropriate comparisona (metadata elements) that support the confirmation

Confirm requested cells from the same survey program Information in the citation of the entity includes survey title, date, etc. 
Confirm requested cells are for the same variable. Information in elements related to variables can be compared. This 

information includes variable name, concept the variable represents, and 
associated categories and/or measurement units.

Confirm consistency of definitions (that there have been no changes in Information about variables includes date information concerning changes 
variable/concept/geographic definitions to variable meaning and or categories/measurement units. 

Confirm consistency of categorization/coding schemes (used to encode Variable metadata includes information about source of categories, 
the variables) categories used, and category meanings.

Confirm requested cells recorded in same unit of measurement. The “unit of measurement” element associates the unit with each cell 
in a table. 

Confirm requested cells all are seasonally adjusted (or not). (The general Information contained in footnotes is encoded in metadata elements, which 
rule might be that whatever “toggle” is set-benchmarked, seasonally can be associated with multiple components of an entity (such as a cell, 
adjusted, etc. that all cells have same value on that “toggle”) a row, a table, etc.).

Comparison Type: Data from all compared cells come from same survey instance and cells from different geographic units are able to be compared
(Example: Unemployment rates for February 2002 for states and nationally).b

Confirm requested cells from same survey instance. Information in the citation of the entity includes survey title, date of survey, 
survey program to which the entity belongs.

Confirm requested cells are “for” the same variable. Information in elements related to variables can be compared. This 
information includes variable name, concept the variable represents, and 
associated categories and/or measurement units.

Confirm that these types of variables can be compared across geo units. Elements that include information about geographic unit represented, 
footnote information, and related notes can provide some of the 
necessary information to check confirmation of this condition.

Confirm requested cells all are seasonally adjusted (or not). Information contained in footnotes is encoded in metadata elements, which 
can be associated with multiple components of an entity (such as a cell, 
a row, a table, etc.).

Confirm requested cells are the same date. A date is associated with each table and is accessible at the cell level.
Confirm requested cells recorded in same unit of measurement The “unit of measurement” element associates the unit with each cell 

in a table. 

aIf all confirmed, comparison appropriate.
bIndex values (such as the Consumer Price Index) are among those statistics where it is not appropriate to compare values across geographic units.



In other words, the schema is designed to support representa-
tion of any container that provides statistical information of
textual, numeric, or mixed-type. Elements in the entity de-
scription schema describe some particular entity (e.g., a tex-
tual report) or subentity unit (such as a table within that report)
in terms of basic bibliographic and descriptive information.
Important descriptive information about statistical informa-
tion include time periods (when the data were collected, the
period to which the data refer, the publication/release date of
the data, and so forth), geographical unit or units represented
by the data, the survey program that generated the informa-
tion, and so on. For the important class of statistical infor-
mation presentation, the statistical table, the schema also
records characteristics that are relevant to tables, such as rows,
columns, cells, and so forth. The foundation for the entity de-
scription schema derives from elements found in DDI 2.1.

The concept-value schema contains elements that may
pertain to more than one entity as marked up by the entity
description schema. These elements apply to the concepts
that are embodied within statistical variables, and their in-
stantiation as particular variables that are then referred to by
the row, column, or cell elements within the entity descrip-
tion schema. This schema enables the linking of concepts
and variables across instances represented by the entity de-
scription schema and thus will enable the building of onto-
logical tools that will enable users to find entities that refer to
the same concepts or variables, even when terminology may
differ. The foundation for the concept-value schema derives
from the model found in ISO/IEC 11179:2005, Information
Technology—Metadata Registries (ISO International Orga-
nization for Standardization [ISO] and International Elec-
trotechnical Commission [IEC], 2005). As noted above, our
GovStat schema draws from both the DDI and ISO/IEC
11179-3. This reflects our focus on trying both to describe
particular information entities, and to describe the concepts
embodied in those entities.

Discussion

Each of the three studies served to advance our goals of
developing a metadata architecture for the SKN. We moved
from identifying a set of metadata elements, to understand-
ing them in the context of a variety of tasks, to developing a
metadata infrastructure that is technically robust as well as
robust from the perspective of supporting users. In the
process, we identified several themes relevant to efforts to
support users’ activities via metadata.

The first theme concerns the nature of metadata (that is,
the content of any potential metadata element rather than the
element itself) and its use in this particular context. We have
found that metadata may be difficult to retrieve from agency
sources (online or not). Additionally, some metadata content
will refer only to a particular cell in a table, whereas other
content may be consistent across a survey or agency; still
other content may be consistent across the entire Federal
statistical system (such as definitions of racial categories).
A question such as “Why is the 1998 statistic for urban

unemployment so high in relationship to the other 1998
numbers?” would relate only to one specific cell in one spe-
cific table, whereas a question such as “What is the defini-
tion of seasonally-adjusted?” is likely to be consistent at the
agency level. Knowing the “uniqueness” of an answer would
provide insight into strategies for metadata storage and
implementation in tools. Currently, it is difficult to assess
the uniqueness/consistency of information without expert
knowledge.

We also found that the metadata used was not limited to
statistical metadata. Users rely on navigational information,
task information, etc., as they interact with statistical infor-
mation systems. Although the GovStat schema addresses
only statistical metadata, it must be configured to interact
successfully with other metadata types.

The second theme concerns the relationships and bal-
ances among the four perspectives we described earlier in
the article. Building an efficient and effective metadata in-
frastructure requires that the user, technical, organizational,
and content perspectives be successfully integrated. Over
the course of the project, we have integrated these perspec-
tives into a conceptual framework that might be used as a
tool by the statistical agencies in implementing their meta-
data infrastructures. This conceptual framework, depicted in
Figure 2, maps user tasks (the user perspective) to the tech-
nical requirements for metadata in a hierarchy that reflects
the nature and structure of the statistical information being
provided (the content perspective). The GovStat schema
components and metadata roles are depicted in the center
column and specific types of metadata can be identified to
support particular user tasks. The organizational perspective
is generated by the agency and determines a reasonable level
of effort to meet the needs. One might imagine a “slider” that
represents where the agency chooses to position itself on the
hierarchy in terms of meeting user needs with a reasonable
level of effort. For example, an agency could position its
metadata efforts and resources at the level of providing rele-
vant variables across tables. The framework enables the
agency to determine what metadata would be necessary to
support that goal.
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FIG. 2. The hierarchy of the integration conceptual framework.



Another theme is that of metadata as scaffolding. Although
authors such as Clark (1997) and Jacob (2001) do not
explicitly identify metadata as the building blocks of scaf-
folding devices for users, our work clearly indicates that
types of metadata necessary to resolve user uncertainties
and problems can be identified and structured to provide
such scaffolding. Having recognized the role of metadata
in scaffolding efforts and identifying relevant elements is not
sufficient however, and our work leaves a number of open
questions for discussion.

The first issue is the question of whether a user is pro-
vided with a somewhat generic answer to his or her question
or one that specifically resolves the uncertainty. For example,
in our first study, a user had the question: Why are the imports
not seasonally adjusted (from the BLS At-A-Glance tables)?
There is a very specific answer to this question, but more
generically, this might be considered a question that concerns
a definition and a user could be provided with the definition
of seasonal adjustment and import. Thus, if definitions of
terms were coded as such in related documentation, it would
be a straightforward process to retrieve them for a user once
the user’s uncertainty had been categorized as such. How-
ever, it is clear that providing the definitions is only one com-
ponent of assisting user understanding. One might envision a
set of tools that would analyze user questions perhaps in
terms of facets of the question (e.g., a why question concern-
ing the cojoining of two definitions). This might be further
assessed in terms of a user’s history (e.g., level of statistical
expertise) to provide an answer, which could then be modi-
fied via a feedback mechanism with similar queries stored for
use in later.

Considerations of display are also relevant here. How and
when does user scaffolding become available to a user? What
types of presentations actually enable a user to make use of
the help? Work in progress by the GovStat team with statisti-
cal glossary entries is indicating that some types of concepts
may be more successfully understood with animations versus
text or graphics (Brown, Wilbur, Haas, & Cao, 2005). Under-
standing how particular uncertainties can be identified in
context and then how to present relevant scaffolding is a non-
trivial problem.

We have cast our work here in terms of facilitating inte-
gration of information, both in a technical sense (bringing to-
gether information across different statistical agency sources)
and in a cognitive sense (forming a better conceptual under-
standing in the user’s mind). One issue that must be addressed
is that of evaluation. It is relatively easy to evaluate how well
information across disparate sources is integrated; evaluating
how well the individual user is able to integrate that informa-
tion into a coherent understanding is a much more difficult
proposition. We are currently investigating ways in which
Bloom’s well-known taxonomy of educational objectives can
be used as an evaluation framework (Anderson & Kathwohl,
2001; Bloom, Engelhart, Furst, Hill, & Krathwohl, 1956).

The final theme is how user studies and this particular
work inform information system design. User studies are
important not just for the understanding they provide of user

behavior, but also for their utility for information system de-
sign. This project’s approach to the design of a series of stud-
ies (see Figure 1) enabled us to iteratively inform our system
design and have the developing design inform our user study
research questions. As indicated in this article, a key chal-
lenge was in developing strategies to utilize the user results
in design. We presented a variety of mapping approaches
that may be useful in other metadata projects. It appears crit-
ical that bottom-up approaches such as those used here be a
component of a design project.

The user work was also conceptualized so that the final
metadata architecture can be incorporated into the building
of the statistical knowledge network. We believe that the SKN
can be a model for other projects seeking to provide complex
materials from disparate sources to the user, while promot-
ing understanding of that material. We also believe that the
SKN and, in particular, our metadata architecture, will serve
as a demonstration of the power of providing subdocument
level access to textual and nontextual data.
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